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My initial goal: match resources to demand
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Minimize the demand–allocation gap.
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The autoscaler saw high CPU utilization
CASE 1 OF 3  /  Dependency overload
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The autoscaler scaled up
CASE 1 OF 3  /  Dependency overload

0%

50%

100%

TimeC
PU

 u
til

iz
at

io
n

CPU rises Scale up

4



CPU stayed high. Latency did not improve
CASE 1 OF 3  /  Dependency overload
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Dex Ezekiel on Unsplash
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Replicas share a coordination service
CASE 1 OF 3  /  Dependency overload

ClickHouse replicas

Replica 1

Replica 2

Replica 3

Keeper

Shared object storage

Coordination

Metadata

Data

More replicas mean more Keeper clients.
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Keeper was already the bottleneck
CASE 1 OF 3  /  Dependency overload

Slow Keeper
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Merges: background compaction
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Check Keeper health before adding replicas
CASE 1 OF 3  /  Dependency overload

DEPENDENCY HEALTH Keeper is unhealthy

SCALING SAFEGUARD Throttle new replicas

EFFECT Avoid further Keeper overload

The underlying slowdown still needs a fix.
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Metadata loading used all available CPUs
CASE 2 OF 3  /  Non-query CPU
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Metadata loading triggered a scale-up
CASE 2 OF 3  /  Non-query CPU
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The extra capacity is wasted
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Not just wasted capacity. Oscillation
CASE 2 OF 3  /  Non-query CPU

Metadata reloads after each resizeCPU utilization
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We excluded metadata-loading CPU
CASE 2 OF 3  /  Non-query CPU
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But can we exclude other background work the same way?
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Both merges reach 100% CPU
CASE 2 OF 3  /  Non-query CPU

Merge workload A Merge workload B
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Faster merges do not always help queries
CASE 2 OF 3  /  Non-query CPU
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Waiting for query latency can be too late
CASE 2 OF 3  /  Non-query CPU
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Scaling up first reduced serving capacity
CASE 3 OF 3  /  Capacity dips during scaling

12  24 vCPU, with a dip to 8 vCPU during replacement
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clickhouse.com/blog/make-before-break-faster-scaling-mechanics-for-clickhouse-cloud
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Make before break preserves serving capacity
CASE 3 OF 3  /  Capacity dips during scaling
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Serving capacity

36 vCPU allocated temporarily
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One cluster serves application queries
ADDITIONAL / CASE 4  /  Mixed workloads

Dashboards, risk modeling, threat detection
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Batch queries trigger scale-up
ADDITIONAL / CASE 4  /  Mixed workloads

Application CPU · demand unchanged
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Separate clusters avoid overallocation
ADDITIONAL / CASE 4  /  Mixed workloads

Application queries Batch queries

Application cluster Batch cluster

Same underlying data
clickhouse.com/blog/introducing-warehouses-compute-compute-separation-in-clickhouse-cloud

Always on · stays at 8 vCPU Wakes on query · idles after
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Next: compute for the intermittent query
ADDITIONAL / CASE 4  /  Mixed workloads

Application queries

Application cluster

Batch query opts in

Shared worker pool

Multi-tenant · automatic routing

SETTINGS · query opts in

make_distributed_plan = 1,
distributed_plan_workers_num = 3

clickhouse.com/blog/on-demand-compute
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Autoscaling is not just resource allocation

Performance benefit Will accelerating this work
improve query performance?

Scaling side effects What happens to dependencies
and serving capacity as we scale?

Include both in the autoscaling problem formulation.
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